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EXECUTIVE SUMMARY / 01
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Jio HloW dbld Jusid diw pasiwall zuiad (&l duolyiddl GPU whdpw bras duaade dwhall 0do

API Jgog 216 (Ul wloadl 29 .CPU-only VPS polgs (anii 3 .GPU VPS / GPU VM / GPU Cloud Instance
.duall>Jl Serverless wlaio 39 (Z3gail

13 130 288—8 $0.10

dddgi Sy> 13950 [row il of Lioye *saxlg)l d8lal VRAM 3k *dclko / ygaiio GPU-oNly 2. JOI
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.GPU Ll yliogsy 3 lasa>g RAM gf VCPU suc .daiMo VRAMg dogay ddlhy zliss tuning

w3l i3 GB 48 $lb § GPU VM
TensorDock / RTX A4000 — 16 GB Hyperstack / RTX A6000 — 48 GB
> Byairio duilgi dalS5 :@0Lodl VM yylgo b GPU deles JSI 0.10$ ¢ro APVAg tyiilly CPU o il go delul) 0.509 jguiiio yous
.ol
o L dsud|l dlle GPU
DigitalOcean / L40S — 48 GB Hyperstack / A100 — 80 GB
doeslg ol 85Ty culi GPU Droplet (5 o deliull $1.57 dousdl olSog duilisall JolS Lamd go Sl it Lo delul) $1.35
SCOPE / 02
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Sl >l Skl z,

diwg Byloly Jueds WMo of 0S lg) AL o (Jgjxo of JolS) golyidl GPU blaj .cdhll wie GPU Serverless (JolSJL yaasxall GPU. Bare Metal (90 VPS
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ol Bacld aidl

-3l yeull / GPU-hour / GPU-only / Spot / dlelS VM : oyl g3 O sgdtio youw deladl yoeo
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il 5acd il
dioind 3lgo Ludy e « G g5l oy Lo o cpiixilly RAMg VCPU >3l ylgall

bl gy Al 1P asll Gl el kil dakiil GPU driver/CUDA/ROCT bl S0 y8lg3 &jell

GPU TIERS / 03

Sl s polg3l Chainas

GPU 8,515
1808 s of Offload glins yS3l z3ladl mbso d0sSo Lyl Embeddings yso gdles M4000, P4000, A4000, V100 16GB GB16-8  solanl/Lusl
.0lily Sl 2o VRAM wlilhis slojs Joxo Jdaiusl go TB-14B. RAG dasSo LLMs RTX 4000 Ada, RTX 4090, A10,L4  GB32-20 husgio
3kl e padd iS58 loasg 51l LORA/QLORA asy Batch Inference T zlas A100 40GB, A6000, L40S  GB 48-40 Ao
.oldbll sacg KV Cacheg ¢jgll ple waiss dglholl dsll dioliio wllb (Fine-tuning 8yuS LLM dos A100 80GB, H100, RTX PRO 6000  GB 96-80 KN
19995083 9l Lol jo 9f GPUS as oyd 08 &SIl dayis olaubhiy 13> doso zilai  H200, B200, B300, AMD MI300X/MI325X  GB 288-141 &b

8ladl 48 samxo workload e sluall elol il ciog same ggal Sttt blais Guds sarel cianiadl Lo

PROVIDER CATALOG / 04
o)l o3y Elgi¥l — (o950l Zollis

oull dogynall @l dsalall ey aainall acll § Foo ymw 099 olas GPU VM 5929 5 «olao nén dolle .GPU Virtual Compute @l Js1s il Gdal gace
.9)94L Scaleway elitiwl ..:,sj).om

o/ Golabdl ool Gou TensorDock

Root Accessg KVM o qoyi8l GPU VPS §geo

duidl] doeiloll bopidlg sbliall
sy arino s o Sas diglel dalSTl cilS do Inferencelly Lylxill cuolio  RAMg CPU Glialy baib GPU ysal sirinall cawsy 8592dlg ylnwdl caliss
o=l yopll yed oy jilly

GPU / L”,cyu)ll Wl=all

bhadGPU  $0.10 Sl e e 1 16 GB RTX A4000
bhadGPU  $0.17 S| IS efsiy 1 16 GB Tesla V100 SXM2
hadGPU  $0.20 K| oo TR | 24 GB RTX 3090
bhadGPU  $0.35 dlo] s syl 24GB RTX 4090
had GPU  $0.45 Sl S sofey 1 48 GB RTX A6000
had GPU  $0.75 Sl e ey Al 48 GB RTX 6000 Ada
bhadGPU  $0.95 Sl S sefsry 1 48GB NVIDIA L40
hadGPU  $1.50 K| S ey Al 80 GB A100 PCle
bhadGPU  $1.80 3o s sy 80 GB A100 SXM4
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GPU / ogall lnall

héd GPU  $2.25 gL.aI Hio ke 1 80 GB H100 SXM5
walids Jasd GPU JSU dyolisyiesl ylwdl (KVM oyl GPU VPS Ggew s .dlaiSo VM doud cruy ohadd dyoliyicel GPU jlawl Jousd! )i welMlgiuwd] cuus 35198
.CPU/RAM/SSD &lo| go wariaoll BMlisb

2 riobeadl owupl yomaell

ddedad  GPUVM Hyperstack a

3229 Spot whls> go GPU VM apolgs

dwidll dosloll bopilg yblall

duolio :zuoly piv ymad go B200/B300 wlid (g 16GB (o 8yuS duSis 1900l (o §8259 (3035xlg IP Ageny cunsl izdgadl depw ouny 3 doslall @ GPU
Brilo GPU IS djlac) .déhiallg

GPU/ ?cgw)ll ol

solel  $0.15 S| GB 24 > 6> 1 16 GB NVIDIA A4000
solel  $0.50 Sl s GB 58 4o 28 > 1 48 GB NVIDIA A6000
olel  $1.00 S| s GB 120 g 28 i> 1 48 GB NVIDIA L40
Solel  $1.35 J S s GB 120 o> 28 > 1 80 GB NVIDIA A100
solel  $1.40 S s GB 240 g 31w 1 80 GB A100 NVLink
olel  $1.60 S| s GB 120 > 24 > 1 80 GB A100 SXM
soluel  $1.85 S s GB 180 o 31> 1 96 GB RTX PRO 6000 SE
olel - $2.50 S| s GB 180 G 28 i> 1 80 GB NVIDIA H100 PCle
soluel  $2.60 3] s GB 180 G 31> 1 80 GB NVIDIA H100 NVLink
solel  $3.20 J ] s GB 240 g 24 > 1 80 GB NVIDIA H100 SXM
solel - $3.99 S| s GB 225 &> 22 > 1 141 GB NVIDIA H200 SXM
solel  $6.00 S s GB 256 &> 31> 1 192 GB NVIDIA B200
solel  $7.40 S| s GB 240 4o 28 i> 1 288 GB NVIDIA B300

oy IP glgic tdeludl Cuus powillh GPU VMS tduis S35 o) Lo On-demand dilsoll dousl) Joaod! :dlsio Spotg Reserved jlewl 20 .d8:80JL On-demand
Jlozdl wjs 08 dblodl wloaslly

2 résbeadl ooyl youaoll

cbio/ 3l jels VM DigitalOcean m

Spotg On-demand wlli> g0 GPU Droplets aslg>
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https://www.tensordock.com/cloud-gpus.html
https://www.hyperstack.cloud/gpu-pricing

©lazlg) quwso )l NVMe Lohdls RAMIIg CPUlg GPUL dxsly wlawlge

dwidll doedloll

.yl J3aiwilg API

bopidlg ybloll

Spotg (Ll STho s Sl dob] welas 3,594l Cadey 3 Droplet bl

el L

goluiel
Soluiel
Goliel
soluiel
Goliel
goluiel
Soliel
GPU 8
GPU 8
GPU 8

Spot

Spot

Spot

$0.76

$1.57

$1.57

$2.59

$3.80

$4.41

$4.47

$20.72

$35.28

$35.76

$3.50

$5.50

$6.17

GiB NVMe 500

GiB NVMe 500

GiB NVMe 500

GiB NVMe 720

GiB NVMe 720

GiB NVMe 720

GiB NVMe 720

GiB NVMe 2046

GiB NVMe 2046

GiB NVMe 2046

GiB NVMe 720

GiB NVMe 720

GiB NVMe 720

GiB 32

GiB 64

GiB 64

GiB 240

GiB 164

GiB 240

GiB 240

GiB 1920

GiB 1920

GiB 1920

GiB 256

GiB 256

GiB 448

20

20

20

24

160

160

192

24

24

28

20GB

48 GB

48 GB

192 GB

256 GB

80 GB

141 GB

192 GB

80 GB

141 GB

288 GB

288 GB

288 GB

GPU/ ?eg.u_,ll ol

RTX 4000 Ada

L40S

RTX 6000 Ada

AMD MI300X

AMD MI325X

NVIDIA H100

NVIDIA H200

AMD MI300X

NVIDIA H100

NVIDIA H200

AMD MI350X

AMD MI355X

NVIDIA B300 (liquid)

A B3 o Lo Gl ol o dalSHl S @y sdaiolyiol GPU Droplets i .Sl wic o J3g200 Al Lo polidl Glauwis yatuy 30l a5 go dslilly GPU ylgd

»obi [ uyo

ol pgay by APl Bliayl siyasdly ASYl Lol SlBly (o yuS )l

GPU VM

dudll dosslall

ghdiall plasil cuslio

2 ralsadl ooyl yanaall

Paperspace m

Sl dbls CPU/GPU dpaolydl i

bopidlg ybloll

Jeodl rellyisl dbis of d@lge liz GPU amy HPg (il Jady (2l ol

LLMU elés J8T ogasll

Golyel
oluiel
Goluel
soluiel
Goluiel
Goluiel
oluiel
Golyel

olyiel

$0.45

$0.51

$0.56

$0.78

$0.82

$1.10

$0.76

$1.38

$1.89

&30 50GB SSD
3440 50GB SSD
3ax0 50GB SSD
3310 50GB SSD
310 50GB SSD
&340 50GB SSD
3410 50GB SSD
3ax0 50GB SSD

3940 50GB SSD

GB 30

GB 30

GB 30

GB 30

GB 30

GB 30

GB 45

GB 45

GB 45

GPU VPS | 2026 -5

8GB

8GB

8GB

16 GB

16 GB

24GB

16 GB

24 GB

48 GB

GPU/ ?:9«.0)” ol

Quadro M4000

Quadro P4000

Quadro RTX4000

Quadro P5000

Quadro RTX5000

Quadro P6000

RTX A4000

RTX A5000

RTX A6000


https://docs.digitalocean.com/products/droplets/details/pricing/

GPU / ogall lnall

Goluiel
Goliel
soluiel
oluiel
Goluel

GPU 8

$2.30

$2.30

$3.09

$3.18

$5.95

$47.60

&3u0 50GB SSD
330 50GB SSD
G3uo 50GB SSD
330 50GB SSD
&30 50GB SSD

ISt n

GB 30 8

GB 30 8

GB 90 12

GB 90 12

GB 250 20
JSCadl Cuns IS o

16 GB

32GB

40 GB

80 GB

80 GB

80 GB

Tesla V100

Tesla V100

NVIDIAA100

NVIDIAA100

NVIDIA H100

NVIDIA H100

Jb5 Loy A3 elab] wic a8 dxdlaall pguy sdxolisl GPU Machines :awd . Olal wic dSuddl/ il yolgd lhaicl VM Juseis oLl aad deludly ol GPU

dugyol daiy

sl> VM

dwidll dosloll

P9 035l poasy

2 rabsall ooyl ynaoll

OVHcloud ﬂ

Boaniog dol>l willey dgadie GPU Public Cloud Instances

bopillg sblnall

/CPU &laslgoy §igo deles s Public Cloud dxy Jsls 8yuS GPU ille  wlus o calisd dagao dyyad lawl dogs tdahially Aol s Loyl wolan
.dowolg RAM/Storage

.delw 730

Soluel
Goluiel
GPU 2
Goluiel
GPU 2
Goluel
GPU 2
Goluiel
GPU 2
Goluiel
GPU 2
Goliel
GPU 2
GPU 4

GPU 8

$0.60

$0.77

$1.55

$1.00

$2.00

$1.00

$2.00

$1.80

$3.60

$3.07

$6.15

$2.99

$5.98

$11.97

$49.56

400GB SSD

400GB NVMe

800GB NVMe

400GB NVMe

400GB NVMe

400GB SSD

400GB SSD

400GB NVMe

400GB NVMe

300GB NVMe

500GB NVMe

200GB + 3.84TB NVMe

200GB + 7.68TB NVMe

200GB + 4x 3.84TB

400GB + 4x 7.68TB

GB 28

GB 45

GB 90

GB 90

GB 180

GB 42

GB 85

GB 90

GB 180

GB 180

GB 360

GB 380

GB 760

GB 1520

GB 1920

18

22

45

30

60

15

30

15

30

30

60

120

224

16 GB

16 GB

16 GB

24GB

24GB

24GB

24GB

48 GB

48 GB

80 GB

80 GB

80 GB

80 GB

80 GB

141 GB

GPU / L—,cgw)ll ol

Quadro RTX5000

Tesla V100

Tesla V100

NVIDIA L4

NVIDIA L4

NVIDIAA10

NVIDIAA1O0

NVIDIA L40S

NVIDIA L40S

NVIDIAA100

NVIDIAA100

NVIDIA H100

NVIDIA H100

NVIDIA H100

NVIDIA H200

=ogall jlawdl :GPU Public Cloud Instances :awii .Dedicated Servers ol Al Trainingg Cloud GPU pludl gu Jalss 3 :1a89 jgadtiall deladl yoww paddus diléall 3
.delaIXT30 ye alidy (ol (§)ed youw d2g) W89 .28gall (o Logy=all
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https://docs.digitalocean.com/products/paperspace/pricing/
https://www.ovhcloud.com/en/public-cloud/prices/

zoly/goel  jel>VM Scaleway m

Loel § GPU Virtual Instances

x| dosMoll bopidlg yblxall
3Sho Jagy ¢yl duslio :GPU 8 J| 10 JKalh H100g L40Sg L4 wldlny  Block 0S50 yé Lad) Jovus 3 s8)lieall dihioll § )0l i LA0S/H100 jlacl
.dwgedl Wil .J-asio Storage

GPU / gcyujl Wl=all

soluel  €0.79 §lo| Block Storage GB 48 8 1 24 GB NVIDIA L4
GPU2 €1.58 éL-o| Block Storage GB 96 16 2 24GB NVIDIA L4
GPU4 €3.15 §Lo| Block Storage GB 192 32 4 24GB NVIDIA L4
GPU8 €6.30 3Lo| Block Storage GB 384 64 8 24GB NVIDIA L4
Oleo pie jmw — Block + Scratch GB 96 8 1 48 GB NVIDIA L40S
Oleo pé jow  — Block + Scratch GB 192 16 2 48 GB NVIDIA L40S
Oleo pé jow — Block + Scratch GB 240 24 1 80GB NVIDIA H100 PCle
oo e o — Block + Scratch GB 480 48 2 80 GB NVIDIA H100 PCle
Oloo pé jow — Block + Scratch GB 3840 224 8 288 GB NVIDIA B300 SXM

Availability Zone ay oSox yowll tdugyol GPU Instances :awi .dogedall dahiall 7 glisw ysadl ol (5 * tAvailability Zone sy didll 99299 yoww Lalidy
.dlagio )9S5 W8 IPv4g pjxilg Block Storageg

2 rioball ooyl yaeaoll

Giigss  GPUWM Vultr

AMDg NVIDIA Jb Cloud GPU VMs

dauidll doeiloll byl ybbxall
dlolSio VM diw zliss Loade duto tAMDg NVIDIA (1o degiito GPU dabil ecw cou 10lbagall phina) dagigell dxdall .3 Tlio ye Juadoll ol ymall
dwlbww wlluisg Vultr daio (yo déhioll yws

GPU / Ln,ogw)ll Wl=all

glanl  $0.47 GB 350 ASho e 6 1 16 GB NVIDIAALG
olsoyé e — 265Ul G 365Ul G oSl cam> 1 48 GB NVIDIA A40
olnoyé e — 365Ul s> 965Ul oSl > 1 80 GB NVIDIA A100
oleoyé e — 905l G 965Ul gl ore 8 48 GB NVIDIA L40S
oleoyé e — 205U 205U oSl > 1 96 GB NVIDIA GH200
Oloyé e — 965Ul > 0265l syl |V a 180 GB NVIDIA HGX B200
olooyé e — 365Ul G 365Ul G oSl > 1 192 GB AMD MI300X
olnoyé e — 365Ul s> 965Ul > gl & 256 GB AMD MI325X
oleoyd e — 905 G 965Ul oSl > 1 288 GB AMD MI355X
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https://www.scaleway.com/en/pricing/gpu/

$ibb JSJ dlade filewl pivy ) :0usio wiihb 1Sty o jouas :Cloud GPU VMS tdui jlewl @Ml 0gs oo e Wil dudy had A16 Gl youll @i @
.Begyiall dxaall

2 réobeadl owopl jomaell

o [ gls  jalz VM Akamai m

Akamai dSub go olyidl GPU Linode

duidll doeiloll bonidlg yblxall
Slee Jg>o RTX 4000 Ada :gg}m W59 8)S1S aoxg bl Jouiy VM jl> wlll jas 99 a9 (RTX PRO 60009 Small/Large dswadl! )| Oiis|
81 e TS

GPU/ ?cgw)ll ol

soluiel - $0.52 GB 500 GB 16 4 1 20GB RTX 4000 Ada (Small)
soluel  $0.96 vl s GB 64 6 1 20 GB RTX 4000 Ada (Large)
GPU2 $1.34 TB1 GB 64 16 2 20GB RTX 4000 Ada (2x)
soluiel  $1.50 GB 640 GB 32 8 1 24GB Quadro RTX 6000
Jowog clhiy 09 $2.50 GB 1024 GB 176 16 1 96 GB RTX PRO 6000 Blackwell

hiwg deladl ety g0yl Akamai/Linode Cloud GPU :awid .730 G (o JSi USU Uyads i yoyiai 3 tpdgall doving) dus (Syad (b Gog delully jlacodl
23509 dubluin] Fuuws Oliad 08 tdiall Cwsy Spad

Al jaaxio  GPUVM Lambda m

8x | 1x ¢yo wlugSu GPU Instances

il dosdloll boyidllg sbluall
Fine-tuning U duwlio .532x0 GPU/CPU/RAM/SSD Yylgay x1 wiliyeSs y9lgilly 1§ Luds 8 § i 8x i wic :GPU JSJ delus/ydgs dygauiall alB)3I
oSl J3aiwdlg .Job Joi

GPU / ogesyll lnall

ooluel - $0.69 GiB 512 GiB 46 14 1 24GB Quadro RTX 6000
ooluel  $1.09 GiB 512 GiB 100 14 1 48 GB NVIDIA A6000
ooluel  $1.29 TiB1.3 GiB 226 30 1 24GB NVIDIAA10
ooluel  $1.99 GiB 512 GiB 225 30 1 40 GB A100 PCle
olyel  $1.99 GiB 512 GiB 220 30 1 40 GB A100 SXM
ooluel  $2.29 TiB 4 GiB 432 64 1 96 GB NVIDIA GH200
ooluel  $3.29 TiB1 GiB 225 26 1 80 GB H100 PCle
ooluel  $4.29 TiB 2.75 GiB 225 26 1 80 GB H100 SXM
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https://docs.vultr.com/product-overviews/cloud-gpu
https://www.akamai.com/cloud/pricing
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olyel  $6.99 TiB2.75 GiB 360 26 1 180 GB B200 SXM6
GPU2 $2.18 TiB1 GiB 200 28 2 48 GB NVIDIA A6000
GPU4 $4.36 TiB1 GiB 400 56 4 48 GB NVIDIA A6000
GPUS8 $31.92 TiB 22 GiB 1800 208 8 80 GB H100 SXM

x8/x4[x2 e 1 Hoy Jgasdl :GPU saeg Instancel] aox> wuws> GPU-hour yew dui diuholl Colrall Jud jlesdl iolasgll sae lus 2o .GPU-hour JS jlawl

2 rsball owu] jouaall

paiio [ guwso  GPUVM Nebius

Preemptible dadb go Al GPU Instances

x| dosMoll bopidlg ybloll
elihodl el Yool pasy :RTX PRO 60009 L40Sg dbasdl HGX whls  of cub 39 GPU-hour JSsI jgdiall yoall 33y8i0 ddlkhy cruwd HGX ogye yasy
.zl dbla)l Jdslio 1x 29

GPU / ogesyll lmall

soliel  $1.80 $lol GB 218 24 1 96 GB NVIDIA RTX PRO 6000

oo lawymw  $1.55 $lo| GB 32-160 8-40 1 48 GB NVIDIA L40S Intel
oo lhwyme  $1.82 Lol GB 96-1152 16-192 1 48 GB NVIDIA L40S AMD
GPU-hour ~ $4.50 $lo| GB 200 16  sa>gllL* 80 GB NVIDIA HGX H100
GPU-hour ~ $5.40 Lol GB 200 16  sa>gll* 141 GB NVIDIA HGX H200
GPU-hour ~ $8.50 $lal GB 224 20 esazgll* 180 GB NVIDIA HGX B200
GPU-hour ~ $9.50 Lol GB 346 24 sazgll* 288 GB NVIDIA HGX B300
Preemptible $0.74 $lal GB 32-160 840 1 48 GB NVIDIA L40S Intel
Preemptible  $0.79 $lo| GB 200 16 sa>gllL* 80 GB NVIDIA HGX H100
Preemptible  $0.79 Lol GB 200 16  sa>gll* 141 GB NVIDIA HGX H200
Preemptible  $0.99 Slo| GB 224 20 sazgll* 180 GB NVIDIA HGX B200

HGX oy i 989 .GPU-hour JsJ jg<uiall ymall :GPU Instances :duwii .dads 15 JM> yeig Saolvs Spot tdlolS VM dalss 8)gralb g .GPU-hour ysw
o GPU. Spot wlasg dac wligSl

2 bl owu] jiaall

ool e [ qumgo  guwgo GPU VM Amazon AWS EC2

G6g G5 wMile — EC2 GPU Virtual Instances
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https://lambda.ai/pricing
https://nebius.com/prices

dudll dosiloll bopidlg yblwall
-GPU Passg G6 (L4)g G5 (A10G) whl go VM J3lo GPU Juis zuiy EC2 §ygilall psd (jixilly Jusaill plly elnid] Jaos wdahioll ieul alle yoaw agy 3
.through Péo JSdy

GPU/ ?eg.u_,ll ol

L?Q:J‘él)'n“"‘ — 250GB NVMe GiB 16 4 1 24GB G5: g5.xlarge / A10G
?Q:Jébsw — 450GB NVMe GiB 32 8 1 24GB Gb5: g5.2xlarge / A10G
L;L\:\lél)i&u —_ 600GB NVMe GiB 64 16 1 24GB Gb5: g5.4xlarge / A10G
L_,a:bbsw — 3800GB NVMe GiB 192 438 4 24GB G5: g5.12xlarge / A10G
?oﬁdélw — Sl s GiB 16 4 1 24GB G6: g6.xlarge / L4
gc\._xlé!)nm — JSadl Cuus GiB 32 8 1 24GB G6: g6.2xlarge / L4

EC2 GPU instances (G5/G6) with GPU passthrough; the VM :dui 2w Lolidl laylicl obisl wlavlgall Jols 3 rdahiall drownl EC2 diol> dnxlyo glicy ysull

.price depends on region, OS, instance shape, purchase option, EBS, IP and egress

S0 12 [ gusgo  Guuwbo GPU VM Google Cloud

Compute Engine GPU-accelerated Virtual Machines

daudl doeiloll bopidlg yblxall
.G2=L4. G4=RTX PRO 6000 :dileo GPU jlewb §9W dbld N1GPUs /N1 VCPU/RAM go dnos> iy thad 3ua§| GPU U obol T4/P4/V100 y2.
.A2=A100. A3=H100 .JolS Machine Type loyew G2/G4 wAlall .storage

GPU / gyl glinall

bhad GPU  $0.35 Sl VM G s VM 1 16 GB N1+ NVIDIA T4
bhad GPU  $0.60 $Llal VM G caw> VM 1 8GB N1 + NVIDIA P4
had GPU  $2.48 3Ll VM G s VM 1 16 GB N1 + NVIDIA V100
ool — Sl GB16 4 1 24 GB G2 standard-4 / L4
el — 3Ll ISl s JSidl cow> 1 96 GB G4/ RTX PRO 6000
ool — Sl Sl JSidl e 1 40 GB A2/ A100
ool — $Lal ISl s JSidl cun> 8 80 GB A3/H100

On N1, standalone GPU hourly prices exclude VM CPU/RAM, disks :dui .dlolS GPU VM 85519 Solew 3 GPU-only il goig déhiell cuus livg jlawdl
.and traffic; G2/G4/A2/A3 accelerators are VM-shape priced in a separate tariff

P8l s / quwso swwdo GPU VM Microsoft Azure

H100g9 Azure NC GPU Virtual Machines — T4
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https://aws.amazon.com/ec2/instance-types/g5/
https://cloud.google.com/products/compute/gpus-pricing
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